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ABSTRACT

We analyze the accuracy of various NLP algorithms in providing text summarization and fine-tune

a particular model on a dataset to provide accurate text summaries of legal documents. The legal

industry is built around documents as they provide evidence and reduce doubt in the court. Due to

the large volume of documentation in the legal industry, the processing and summarization of these

documents is important to a number of individuals. For example, lawyers, clients and professionals

may need access to summaries of the documents for reference to similar cases. In this paper, we have

developed an algorithm that trains the T5 algorithm on the legal domain in order to create more

accurate summaries of legal documents. We were able to create a user interface that allows for the

input of documents and makes use of the algorithm we created to output a summary of the document

which can be copied by the user.

1. INTRODUCTION

Automation is key in countless industries including

(Yarlagadda (2017)) healthcare, manufacturing and the

business sector. In recent years, there has been a tech-

nological revolution (Brownsword (2008)) specifically in

the legal industry with firms and courts now using arti-

ficial intelligence to quickly resolve laborious tasks, doc-

ument automation to make file management more effec-

tive and even blockchain for smart contracts - programs

stored on the blockchain that are activated once preset

conditions are met. (Zheng et al. (2020))

In particular, machine learning and natural language

processing (Haney (2020)) can be essential in the sum-

marization of legal documentation. In the United States

alone, the Supreme Court had 66 case filings (of the

United States (2021))for 2021 alone with hundreds of

millions of court cases in the state trialed courts and

hundreds of thousands in the federal trial courts. With

each case, there are countless documents ranging from

dockets, pleadings, motions, memoranda, briefs, orders,

and expert testimony. The process of individuals man-

ually going through each of the documents and pick-

ing out key details can be extremely labour intensive

and very inefficient (Roitblat et al. (2010)). Some court

cases do have opinions, which is the analysis for the de-

cisions the judge (Maltz (2000)) has come to. There

are also third-party companies as well as researchers

that have come up with algorithms to summarize court

cases (Bhattacharya et al. (2019)). However, we plan

on creating an algorithm that creates the most accurate

summaries specific to the legal industry which would be

available for the general public to make use of.

So far, most of the available text summarization mod-

els and algorithms make use of an extractive-based sum-

marization where important parts of text are summa-

rized. (Pilault et al. (2020)) Abstractive-based summa-

rization is a more difficult process of summarization as it

depends on creating new sentences based on a machine’s

understanding of text. A lot of research is currently

being done in the field of abstractive-summarization

(Moratanch & Chitrakala (2016)).

To tackle this issue, I have created a dataset on mo-

tion law documents and fine-tuned a pre-trained opti-

mized text summarizer that is able to condense text

and provide accurate summaries that encompass all of

the information in a document. In order to create this

algorithm, I explored various supervised and unsuper-

vised machine learning models including: TextRank, La-

tent Semantic Analysis, T5 transformers, BART trans-

formers, GPT-2 Transformers, XLM Transformers, PE-

GASUS and BERT. By evaluating the summaries using

the ROUGE evaluative metric, I was able to determine

which models were most efficient and fine-tuned them

for text-summarization of legal documents.

Additionally, I created an app that effortlessly allows

users to upload court case documents and applies the

fine-tuned model to it to generate summaries. The app

provides a user interface for the refined text summarizer

model we trained in the paper.

2. BACKGROUND

2.1. Models

The majority of text summarization in the past has

been extractive text summarization. One of the first

systems built specifically for the legal industry was

“Fast Legal EXpert CONsultant” (FLEXICON). (Pols-

ley et al. (2016)). FLEXICON recognized technical legal

language through a combination of in-built legal knowl-
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edge and computational linguistic methods. (Gelbart

& Smith (1991)). The system implemented electronic

”headnotes” which was revolutionary.

Term frequency–inverse document frequency (TF-

IDF) also implements extractive summarization. It

makes use of probabilistic and statistical measures to

parametrize the frequency of the appearnace of cer-

tain words to build the summarization of texts which

is a very common method for many models. It assigns

scores based on the frequency. TF-IDF is very similar

to PageRank but is used in a vastly different method

(Kore et al. (2020))

Keyword extraction is another method that many

models use. Keyword extraction identifies the most imo-

prtant concepts in a text by identifying terms that best

describe the content and subject of a document (Beliga

(2014)).

SALOMON was later developed and started to move

towards abstractive text summarization. The main

manner in which they do this is by utilizing abstract-

ing. Abstracting is a form of capturing information. A

significant part of the structure of SALOMON is that

it identifies significant paragraphs by representing each

of them as a vector. The paragraphs are then grouped

on similarity. They are compared with each other by

calculating the cosine between the angles of the vec-

tors.(Uyttendaele et al. (1998))

In the paper, we discuss and build upon previous re-

search upon text summarization in the legal industry in

order to fine-tune the optimized algorithm to provide

accurate and precise summaries of legal documents.

2.2. Evaluative Metric

(Owczarzak et al. (2012)) There are many evalua-

tive metrics available (Steinberger et al. (2009)) that

can compare model generated text with reference text.

Therefore, these metrics can be used to compare and

deduce how efficient text summarization models are at

summarizing text.

Examples of the metrics are (Fabbri et al.

(2021)) ROUGE, ROUGE-WE, S3, BertScore, Mover-

Score, Sentence Mover’s Similarity (SMS), SummaQA,

BLANC, SUPERT, BLEU, CHRF, METEOR and

CIDEr. Many of these models are relatively new and

extensions on pre-existing models. In the case of our re-

search paper, we have used the ROUGE evaluative met-

ric to compare the performance of the models to deduce

which one is the best.

ROUGE stands for Recall-Oriented Understudy for

Gisting Evaluation (Lin & Och (2004)). It is in fact,

a set of metrics, not one in particular. In ROUGE-

N, the N refers to the number of ’N-grams’, which is

Transformer
Model

Description Abstractive
or Extrac-
tive

T5 A universal Transformer architec-
ture that formulates all tasks in a
text-to-text framework.

Abstractive

GPT-2 It is trained as an auto-regressive
language model and functions by
taking word vectors and estimating
probabilities for next words as out-
puts.

Abstractive

BERT Implements masked language mod-
eling to interpret certain phrases
in the context of surrounding sen-
tences.

Abstractive

TextRank Uses part of speech tagging to rank
words on how frequent they have
been used. Using this ranking, it
is able to form summaries.

Extractive

PEGASUS It uses a pretraining objective to
predict masked sentences in multi-
sentence texts.

Abstractive

Table 1. The table provides descriptions for the transformer
models that we analyze throughout the paper. The third
column indicates whether each of the models is abstractive
or extractive which is crucial in the 4 when identifying which
model we will fine-tune.

the number of continuous tokens in a piece of text, the

metric evaluates. For example, ROUGE-1 analyzes the

overlap of unigrams (Lin & Och (2004)) which consists of

comparing on a singular word basis. Whereas, ROUGE-

2 measures bigrams where it compares two consecutive

words to the reference provided by the user. It can even

measure trigrams and higher order n-gram overlaps.

Along with the ROUGE-N metric, values for recall,

precision, or f1 scores can also be obtained.

Recall measures the number of N-grams which are

found in both the summary formulated by the chosen

model and the provided reference. The equation for cal-

culating the recall is:

r =
countmatch(gramn)

count(gramnreference)
(1)

In the equation, countmatch(gramn) is the number of

matching n-grams found between the model and the ref-

erence. count(gramnreference) is the total n-grams in

the reference.

ROUGE can also measure the precision of summarized

text compared to the inputted reference. While recall

measures whether information is being captured, preci-

sion ensures that the information that is being tokenized

is relevant. The equation for the precision is:
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p =
countmatch(gramn)

count(gramnmodel)
(2)

In the equation, countmatch(gramn) is the number of

matching n-grams found between the model and the ref-

erence. count(gramnmodel) is the total n-grams in the

model.

F1 scores combine the recall and precision scores to

make an even more evaluative judgement on the effi-

ciency of a model. This is the reason why we will be

evaluating the performance of our models by analyzing

the ROUGE F1 scores instead of the individual recall

and precision scores.

f1 =
2 ∗ precision ∗ recall
precision+ recall

(3)

Apart from ROUGE-N, ROUGE-L and ROUGE-S

also exist. ROUGE-L measures the longest common

subsequence (LCS) in a given inputted text compared

to a reference text.

3. METHOD

3.1. Dataset

For the contexts of the project, two separate groups of

datasets were implemented. One set was used to com-

pare the performances of the different models whilst the

other was used for the fune-tuning of the T5 model.

The process of fine-tuning a model requires a lot of

data processing which takes a lot of time and requires a

lot of data. However, comparing the different models did

not require a dataset that was extremely rich. This is the

reason why we used different datasets for the different

methods.

3.1.1. Dataset for finding the most accurate summarizer
model

The dataset that we made use of to find the most

accurate summarizer model was the United States De-

partment of Justice Case summaries. The website

for the website is: https://www.justice.gov/crt/case-

summaries. The court cases on the website are grouped

into various topics areas such as disability, national ori-

gin, race, religion and sex.

We first read the various publicly available files in the

dockets of the cases such as briefs, settlement agree-

ments, motions and decrees. We then used the chosen

unsupervised models and generated summaries for each

model on the PDFs of the documents. For each sum-

mary that was created, it was compared to the sum-

maries created by the US Department of Justice by gen-

erating Recall-Oriented Understudy for Gisting Evalu-

ation (ROUGE) scores. We generate the recall, preci-

sion and f1 for the ROUGE-1, ROUGE-2 and ROUGE-l

metrics. We repeated this process for around 100 court

cases from the dataset and generated means for each of

the models. Using the means we were able to deter-

mine which model was the most accurate and precise at

generating summaries. We then went forward with this

model for the fine-tuning.

In our paper, we are specifically looking to train ab-

stractive summarizer models to create unique summaries

of legal documents.

3.1.2. Dataset for fine-tuning the model

For the fine-tuning of the model, we needed a large

data set of court cases so that the summaries that were

generated were as accurate as possible. For this, we used

the special master dockets in the Supreme Court of the

United States website.(STATES (2017)). The dockets

contained every single file from special court cases from

the Supreme Court. we split the data into 70/30 for

training and testing. Additionally, we used the cases on

the ”Caselaw Access Project” for the fine-tuning of the

model.

3.2. Creating a UI for the model

Using streamlit, we were able to create a user interface

for the model. The interface allows the user to choose

a court case file they wish to upload and generate sum-

maries for. The user can also wish to input certain text

which they want to summarize in the textbox instead

of uploading a file. The user then chooses which model

they wish to use to generate the summary. They are

provided with the fine-tuned model created as well as

other models such as T5, TextRank,GPT-2, and others.

Finally, the interface computes a summary for the user

based on the options they have selected.

4. RESULTS AND DISCUSSION

After applying the transformer models on 100 datasets

of court cases, we calculated average ROUGE-1 F1 and

ROUGE-2 F1 scores.

From 1, we know that TextRank is the only models

that is not abstractive. Additionally, in our paper, we

are looking to fine-tune abstractive models as opposed

to extractive. Thus, when comparing the averages of

the two models in 3, we can see that BERT provides the

best summaries followed closely by T5 and Pegasus.

For the purposes of the paper, we have decided to fine-

tune the T5 algorithm on a dataset of legal documents

to create our optimized algorithm because it is much

faster and easier to train compared to BERT. This is
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Figure 1. The bar chart displays the average ROUGE-1 F1
scores for various NLP models that we used to deduce the
model we would eventually use for fine-tuning.

Figure 2. The bar chart displays the average ROUGE-2 F1
scores for various NLP models that we used to deduce the
model we would eventually use for fine-tuning.

mainly due to the many parameters that BERT is built

on.

Comparing the two bar charts from 5 and 6, we can

see that the average ROUGE scores after training sig-

nificantly improve.

4.1. GitHub

All of the code written by us to create the UI as well

as training the T5 model to create the new algorithm

Figure 3. The bar chart displays the minimum, maximum
and average for teh ROUGE-1 F1 and ROUGE-2 F1 scores
for each of the models.

Figure 4. Detailed description of how text is summarized
internally using the T5 model. (Chen (2020))

can be found on our GitHub. The link for which is:

https://github.com/aman8533/Building-an-Optimized-

algorithm-that-provides-summaries-of-legal-documents

5. CONCLUSIONS

In this paper, we have presented a novel algorithm

that fine tunes the T5 algorithm so that it provides

more accurate summaries of legal documents. Instead

of the typical extract summary based results from pop-

ular models, the algorithm provides paraphrased phrases

from the original text using a different vocabulary set.

This provides readily available summaries of court cases

to users who are in need of them. The fine-tuned model
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Figure 5. The bar chart displays the average ROUGE-1 F1
scores of the T5 model before and after being fine-tuned on
the legal documents dataset.

Figure 6. The bar chart displays the average ROUGE-2 F1
scores of the T5 model before and after being fine-tuned on
the legal documents dataset.

did not require computationally expensive training and

can easily be run using the user interface we have cre-

ated to summarize arbitrary documents and text.

We obtained a bar chart in 1 with the average rouge

scores for each of the models. We repeated the process

of obtaining the average for the ROUGE-2 F1 scores as

opposed to ROUGE-1 F1 scores in 2. We then culmi-

nated all the data in 3. Initially, we chose BERT as the

algorithm we wanted to further train by comparing the

ROUGE scores for other algorithms including GPT-2,

T5, BART, Pegasus and TextRank. However, after dig-

ging into the algorithms deeper, we decided to progress

with T5 due to the computationally intensive process of

training the BERT model.

4 indicates the manner in which T5 goes about sum-

marizing text. Different algorithms use different embed-

dings and methods like tokenizing to process text. T5

functions by masking the input text and uses statistical

analysis to predict the masked phrases. This is similar

to the way BERT functions except T5 replaces consecu-

tive tokens with a singular Masked keyword (Turbolab

(2021)).

From there, we were able to train T5 and plotted bar

charts comparing the performance of the algorithm be-

fore training and after traning. As seen from 5 and 6,

we can see significant improvements in the performance.

We can conclude that the fine-tuning through training

T5 on legal datasets made the algorithm a much better

summarizing tool for legal documents.

In the future, we would also consider processing time

when considering and fine-tuning the algorithm along

with accuracy which we have already taken into account.

On top of that, we would like to create a functionality

on the user face of the website where it will display the

predicted time needed to generate summaries. Longer

documents that are inputted will take more time to be

processed by the system. Thus, it is important to create

a distinction between how much time will be taken for

particular summaries to keep users informed. This is

especially important if very large files are fed in. In this

case, several minutes and even hours can elapse before

the system is able to produce an output. In some cases,

the code may even crash due to the large amount of data

that must be processed.
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